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Overview
Background
Since our beginnings in 1981, Human Factors International, Inc. staff has been working to find a way to certify designs for things like products, applications, and websites.  It was obvious that this would be an essential service, as customers will want to know if good usability engineering practices have been followed to ensure their ease of operation.
This Document
In this document we will describe why certification of usability is so difficult.  We will describe how the idea that certification is possible through usability testing is impractical, inaccurate, or unfair.  We will also share how we have finally determined a plan for certification which meets the customers’ needs in a way that is in fact practical, reasonably accurate, and fair.  

We provide two separate documents that describe our current offering for certification.  The first document is for certification of the usability practice within an organization.  The second document describes how a Certified Practice in Usability can get their designs certified.

“Certified Practice in Usability – Levels III, IV, and V”  

 “Certified Usable – Products, Applications, and Web Sites”  
Why NOT Certification by Usability Test 

The Obvious Solution is Usability Testing  
When certifying bodies provide certification of a product today, they mostly rely on rigorous testing.  This works when grain is tested to verify nutritional content.  It is also possible to set the level of contaminant allowed in food and then measure the level of that contaminant.  In this way the nutritional value and safety of food can be assessed.  This provides essential value to wholesale purchasers and customers in turn.
When devices are certified they can be run through a rigorous set of tests in which they survive drops, voltage spikes, and immersion in water.  Again these tests can have clear requirements for success and have value for wholesalers and consumers in turn.

It therefore seems obvious that a testing program would be the best way to ensure the usability of a product, application, or web site.  Clearly there is great value to ensuring the quality of design, and there IS a “Usability Test” which is widely used.  So it seems obvious that one could apply this type of testing to ensure usability.  It is obvious, but also very wrong.

The Types and Purpose of a Usability Testing
‘Formative’ Usability Testing is a procedure that is used as a small part of the overall user-centered design process.  It allows designers to see some kinds of problems that users have with a site and then fix those problems.  The basic usability testing process is to take individual participants (generally 6-30 people) and have them try to use a design.  The duration of testing will generally last for 60-90 minutes. Their attempt to complete a set of tasks is monitored and it is possible to see where the user is having problems.
‘Summative’ Usability Testing is a procedure that is used at the end of a user-centered design process.  A summative test is design to give an indication of the user’s performance in using the design.  It is generally completed with 12-50 users and measurements are taken (speed, accuracy, training requirements, and satisfaction) as the user completes a series of representative tasks. The duration of testing will generally last for 60-90 minutes
When considering a certification program most bodies think of using a summative testing process for certification.  We will see why this does not work.  We will consider…

· Criteria for Certification

· Confidence Interval

· Type of Application

· Representative Tasks

· Representative Users

· Duration of Test

Criteria for Certification

When we consider the dimensions of usability there are classically five measurements….

· Speed

· Accuracy

· Training Requirements

· Satisfaction
· Safety

Each of these dimensions can be measured on a continuous scale.  We can measure task duration  (from instant to some number of seconds), we can measure errors (from no errors to a number of errors).  Every scale is continuous.  So there is an initial question of identifying the exact point of certification.  It makes sense to have a criteria such as “an appliance will operate and not fail for 5 hours with an elevated current of 280 Volts.”  But how many seconds would be the cutoff for certification of a trip planning application?  You could make a standardized trip.  But would certification be allowed at 30 seconds?  Or 40 seconds?  Would the target be changed to 80% of the best score recorded to date?  That would mean that the certification criteria would constantly change as innovations occurred.  Even something that seems obvious like safety is not as easy as it appears.  We would say that no one should die from our trip planning application.  But in fact, there will generally be SOME risk in all applications.  A customer can be distracted when reading the trip directions and crash, for example.  There is no clear criteria for certification.

Further complicating the picture is the fact that there are design tradeoffs BEWEEN the dimensions.  For example there is a rather well established relationship between speed and accuracy.  It is possible to increase speed by sacrificing accuracy.  And the navigation application that is designed for flight operations needs to be more accurate then the casual application for driving to a restaurant.  So there will be very different criteria needed for different applications of a product, application, or web site.
Type of Application

A given design can be applied to many different domains and situations.  A trip planning application can be used for medical emergencies in planning ambulance routes.  It can be used by a tourist to find a restaurant.  It can be used by shoppers to find the nearest store.  Each application of the design has very different usability requirements.  How is it possible to anticipate ALL the applications of the design?  To be accurate you would need to test at least a large sample of different situations and applications.  This then multiplies the number of tests needed.  A simple trip planning application might need to look at a dozen very different situations; each with different users, scenarios, and environments of use.
Confidence Interval

Let’s assume that we have specific criteria for certification.  We have determined that an application will be certified for navigation if a user can complete a standard trip plan in 140 seconds.  Then it would seem like a usability test could determine that number.  The answer is that it can, but only if you ran a very large number of people.
The normal test will run fewer then 50 users.  This is enough so that you can find problems or even get a rough idea if the user is able to use the application at reasonable levels.  You might be able to say with confidence that based on the sample run, you expect the average user will be able to plan the trip in 140 seconds, but this might be plus or minus 12 seconds.  With the certification at stake you can not have a confidence level of plus or minus 12 seconds (the real math is probabilistic and a bit more complicated, but this will illustrate the point).  You can’t certify with a chance of 1 in 10 that you are wrong.  So to reach a reasonable level of confidence you would need to run perhaps 200 people or depending on their diversity even more.   It would be easy to have cases where you would need to run 500 people or more to get a reasonably accurate measurement.  If you are disallowing certification because a criteria is not met, you must have a pretty accurate measurement when you get a call from the person getting 69 points out of a 70 point requirement.
Multivariate Effect

If you just measure a single dimension for a single task things are simple.  So if you measure the time to set up a new calendar item it is fine, but that is NOT what you have to do.  You have to measure speed, accuracy, self evidency, satisfaction, and perhaps safety.  AND you have to measure this for each of perhaps 20 different tasks at least.  So that makes say 100 measurements.  If you are using the normal confidence requirements for psychological studies (p<.05 or accepting that one finding in 20 is a random effect) you will get on average FIVE false failures in each certification study.  If you run 100 measures SOME measure will almost certainly fail by just random chance.  So you have to run more participants and use multivariate statistics to control this effect.

Representative Tasks

If you are certifying a toaster you can skip this section.  You need merely unpack, assemble, adjust, operate, clean, and repair the unit. That is manageable.  But if you have a more complex offering such as a DVD player, or software, there may be a nearly infinite number of potential paths through the offering.  You might certify a word processor because you did not happen to check the mail merge facility which is impossible to use.  If you don’t check EVERY important scenario you do not really know if the design is acceptable.  We know that getting a complete set of tasks tested is central to accurate evaluation (c.f., Lindgaard, G. and Chattratichart, J. Usability Testing: What Have We Overlooked? CHI 2007 Proceedings, ACM Press (2007)).   So the question comes up of which of the nearly infinite number of paths will be tested.  You can test a large number of paths by running multiple groups of users, but that gets very expensive.  If you only have a small selection the results are profoundly affected by the tasks that happen to be tested.  This will make the results of testing quite inconsistent (c.f., Molich, R. & Dumas, J. S. Comparative Usability Evaluation (CUE-4). Behaviour & Information Technology, (May 2008).
Representative Users

There can be substantial differences in the test results based on the types of users that will be tested.  This is true based on obvious dimensions like age, technical skill, and domain expertise.  It is also true based on geographic region and culture.  A test run in German is not a good indicator of the usability of a product for customers in other regions.  There are obviously differences in language.  There are differences in communication, such as the fact that Britons do not normally see mailboxes shaped like those familiar to rural America. There are differences in population stereotype.  For example Germans will push a switch down to turn on a light where Americans will expect to push it up.  In all, the selection of users is a major problem.  Do we certify for each country, by each age group, by each level of expertise?  It would result in requirements for thousands of tests across the world.  Or we could certify for only certain regions and user types.  
Duration of Test

Usability tests almost never run for periods of longer then 90 minutes.  If you test for a longer period users get exhausted and start performing erratically due to fatigue and vigilance decrement.  It is technically possible to test users for a longer time, but this becomes prohibitively expensive.  
When you test two designs for certification purposes you may find one is much better then the others at the end of a 90 minute test.
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So the summative usability test clearly shows that design ‘A’ is the best.  But if you were to test the design for many months you would get a very different picture.
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So version ‘B’ is less obvious, but with learning, it eventually gets far better performance results. This is not an uncommon situation and for offerings that are used for long periods the version ‘B’ is a far better design.  Note that similar findings could be found for dimensions of accuracy and satisfaction.

The result would be that in many cases the better design would do worse in the summative test, and yet be a much better design for the end user.

Summary
We have shown that certification of a product, application, or website is impossible based on usability testing.  There is no solid set of criteria that would be fair and measurable.  And, the cost of precise measurement is widely prohibitive.  Beyond this, with the many offerings that will be used for more then a 90 minute initial period, the usability test fails to give an accurate indication of what would be the best design for a user.  In all there is no practical and fair way to use testing to ensure usability.  This was recognized by our technical staff and for thirty years the desire to certify offerings lay dormant. 

A Workable Model of Certification

Overview
Hopefully it is now clear why testing cannot be the basis of certification.  But we have finally found a way to have certification.  We can certify against certified staff, working in a certified practice, and following a certified process.  This then can be independently validated to ensure that the process was followed and that the design does a reasonable job of following usability principles.  This last step ensures that the organization has not simply pressured the certified staff to attest to proper completion of a user-centered design process.
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Certified Staff

Certification of staff ensures that the staff have a demonstrated level of understanding in the field.  It is a pretty good assumption that a group of certified individuals will be able to do design work in a way that is well beyond the application of ‘common sense’ that is so often passed off as usability work.  Certainly there could be some uncertified people who can do a better job of ergonomic design then some certified practitioners.  But the certification provides a level of assurance.  We know that the fundamental understandings of the field are proven systematically.

We will accept the certifications from the Board of Certification in Professional Ergonomics.  We will also accept the certifications provided by Human Factors International, Inc.  This means that a senior and experienced practitioner can simply take the test from HFI and with a couple of hours invested and at nominal cost receive an official certification.  But we insist on some independent verification that usability knowledge is in place.  There are in fact people with PhDs ‘in the field’ that understand only a very narrow issue (perhaps they did all their doctoral work on the ‘power curve’).  Those PhDs do not have the required foundation for certification and we would not want them responsible for design.
A Certified Practice

The best individuals might create a good design working alone and unsupported.  But in general it takes an established usability practice to reliably create usable offerings.  The certified organization will have the facilities to support design.  This includes a user-centered methodology, interface standards, facilities and tools.  It also includes a culture that supports the synergistic interactions between different design and development groups as well as the communication channels necessary to ensure that the designs are informed and validated.  It is only in an established practice that certified individuals can really optimize their design quality.

A Certified Process Followed

It is good that an organization has a certified practice, with certified practitioners.  But this does not mean that the organization actually applies those resources on each project.  Therefore we must be assured that the minimum user-centered design activities are in fact completed and approved by the certified practitioners.  The deliverable may have many people as contributors.  But at least once certified practitioner must attest to the quality of that deliverable.

In addition to approval of the deliverables, a certified practitioner must approve the overall quality of design.  It may be that the process was followed completely, but the recommended design was not implemented.  In this case the good usability engineering work is not evidenced in the final offering.  It is then the certified practitioner’s primary responsibility to deny certification.  We will provide special training and certification for staff who are prepared to make these types of submissions.
Surveillance 

The scheme of certification must certainly assure a good level of usability in the designs.  But since certification is valuable, we have the risk of cheating.  We found this with the CUA™ exam and have to supervise testing and use advanced monitoring statistics to scan for likely cheating.  We have several instances where retests were required for individuals and groups which tripped the monitoring triggers.  We have found cases where organizations claimed certification at a time when we did not even offer organizational certification. We have numerous instances of individuals claiming certification who were not previously certified.  In short the value of certification creates a pressure which must be met with independent surveillance. 
Human Factors International, Inc. will assign staff to play an auditing role for design submissions.  The surveillance of designs requires that we review the deliverable documents to ensure that they evidence good quality work.  For example, a usability test which finds no improvements needed would be highly suspect.  In addition, we will review the actual design to ensure that it follows accepted practices in the field.  If a design is clearly bad, no set of supporting documents can be held as justification.  This review of design quality will be systematized by the use of scorecards, and multiple independent scorecard reviews will be used when a design is rated close to a threshold of approval.

Example of Scorecard Used for Review of GUI Applications
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However, the primary responsibility for quality of the design lays with the certified practitioner who submits the design.  If a practitioner repeatedly submits failing designs (three times in two years) that practitioner will lose certification and must retake their exams as well as being banned from making submissions for two years.  In this way, the practitioner making the submission has power to resist pressure to submit sub-standard applications.[image: image6.png]
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